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Content

CSC supercomputers

– Live demo/hands-on (Taito)

Interactive! Q&A welcome
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Learning targets

Know what resources are available / how to 

choose the right server (resource)

– Know how to get started

Be able to use/run a simple job on Taito

GIS workshop at CSC 2015 3

hpc_archive
IDA

taito.csc.fi

FGI

EUDAT

taito-shell.csc.fi

sisu.csc.firesearch.csc.fi

Pouta

?!

26.03.2015 T.Malkiewicz



National Center for Scientific 

Computing 
– Support for researchers and students

Operates on a non-profit

principle

Staff ~260 people
– Facilities in Espoo and Kajaani

– Computing and network services

GIS workshop at CSC 2015

CSC at glance
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Users

About 700 active computing projects

– 3000 researchers use CSC’s computing capacity

– 4250 registered customers

Haka-identity federation covers all universities

and higher education institutes (287 000 users)

Funet - Finnish research and education network

– Total of 360 000 end users
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Users of computing resources by organization 

1H2014
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Users of computing resources by discipline 

1H2014
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Computing usage by discipline 1H2014
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Supercomputing: serial and parallel processing

Serial computing

– single processing unit (core) 

is used for solving a problem

– single task performed at 

once

Parallel computing

– multiple cores are used for 

solving a problem

– problem is split into smaller 

subtasks

– multiple subtasks are 

performed simultaneously
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Types of parallel computers

Shared memory

– all the cores can access the whole 

memory

Distributed memory

– all the cores have their own memory

– communication is needed in order to 

access the memory of other cores

Current supercomputers combine

the distributed memory and shared 

memory approaches
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Data parallelism

• Data is distributed to processor cores

• Each core performs (nearly) identical tasks with different data

• Example: summing the elements of a 2D array

• Each core sums it's part of the array

• The individual sums have to be combined in the end

core 2: ∑=core 1: ∑=

core 3: ∑= core 4: ∑=
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Task parallelism

• Different cores perform different tasks with the same or different data

• Example: signal processing, four filters as separate tasks

• Data is processed as segments

• Core 2 obtains a segment after core 1 has processed it; core 1 starts to 
process a new segment

• When the first segment gets to core 4, all cores are busy
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Why supercomputers?
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CSC supercomputing resources concentrated 

in Datacenter CSC Kajaani
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Kajaani HUB room
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Modular Datacenter (MDC) in Kajaani
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CSC Computing Capacity 1989–2014
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Supercomputing resources – recent updates

CSC supercomputers Phase 2

– Compute in Sisu (Cray XC40)

– Compute in Taito (HP cluster), including Taito-shell

– Data storage

Bull scalable hybrid system

– NVIDIA GPUs

– Intel Xeon Phis

GIS workshop at CSC 201526.03.2015 T.Malkiewicz 18



- For serial and small parallel jobs

- Intel Sandy Bridge (phase 1) & Intel 

Haswell (phase 2) processors

- FDR InfiniBand interconnect

- 18 984 cores

- Different memory configurations: 64, 

128, 256 GB and 1.5 TB per node

Taito: HP Supercluster

GIS workshop at CSC 201526.03.2015 T.Malkiewicz 19



Accessing CSC resources: 

Direct ssh connection – Unix/Linux

(Windows: PuTTY)

From UNIX/Linux/OSX command line

Use –X (or –Y) to enable remote graphics*
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ssh –X yourid@taito.csc.fi

ssh -l yourid –X taito.csc.fi

* In Windows you’d also need a windows emulator, or use NoMachine Remote Desktop 
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Accessing CSC resources: 

NoMachine Remote Desktop

Client connection between user and 
gateway

Good performance even with slow
network

Ssh from gateway to server (fast if
local)

Connect to right gateway
– nxkajaani.csc.fi

– nxlogin.csc.fi – not in use anymore

Persistent connection

Suspendable
– Continue later at another location

Read the instructions…
– ssh-key, keyboard layout, mac

specific workarounds, …

Choose an application or server to 
use (right click)

Soon possible to pilot also a web
client: no installations
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Live demo/hands-on (Taito)

GIS workshop at CSC 2015

ssh trng01 - trng40 @taito.csc.fi

module avail
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Modules

Some software installations are conflicting with 

each other

– For example different versions of programs and libraries

Modules facilitate the installation of conflicting 

packages to a single system

– User can select the desired environment and tools 

using module commands

– Can also be done "on-the-fly"
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module avail shows only those modules 

that can be loaded to current setup (no 

conflicts or extra dependencies)

– Use module spider to list all installed 

modules and solve the conflicts/dependencies

No programming environment (PrgEnv) -

modules (on Taito)

– Changing the compiler module switches also 

MPI and other compiler specific modules
GIS workshop at CSC 2015

Taito module system
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Live demo/hands-on cont.

GIS workshop at CSC 2015

#!/bin/bash -l 

#SBATCH -J print_hostname

#SBATCH -o output.txt 

#SBATCH -e errors.t

#SBATCH -t 00:01:00 

#SBATCH -p test

# 

echo "This job runs on the host:"; hostname

nano test_hostname.sh

sbatch test_hostname.sh

CTRL+O; CTRL+X to exit
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Live demo/hands-on cont.

Check out the output:

– less output.txt (type q to quit)

– less errors.t (type q to quit)

More examples:

https://research.csc.fi/taito-
constructing-a-batch-job-file
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Taito is a heterogeneous cluster

Different jobs need different resources
– Bulk Sandy Bridge compute nodes

– Largemem Sandy Bridge compute nodes

– Hugemem Sandy Bridge compute nodes

– Bulk Haswell compute nodes

– Taito-shell (Sandy Bridge) for interactive work

Choosing between Haswell and Sandy Bride
nodes
– --constraint=snb or =hsw

– More details: 
https://research.csc.fi/taito-constructing-a-batch-job-file#3.1.4

Local /tmp disk 2 TB on each node
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One SLURM to serve them all…

Old applications should run on new CPUs

– CSC recommends re-compiling

Possible problems due to libraries, not architecture

– Build your software for both (old and new) architecture

Batch job scripts need to be updated

– Number of cores per node: Phase 1: 16, Phase 2: 24

– 128 GB memory in most nodes + 10 with 256 GB

– Instructions will be available through user guides

– A parallel job into either Sandy Bridge or Haswell (not

mixed)
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Preinstalled modules: optimizations

What architectures a code has been optimized for
– (h) only Haswell  runs only on Haswell

– (sh) Haswell and Sandy Bridge  runs optimally on both

– (g) GPGPU aware  needs to be run on taito-gpu.csc.fi

– No entry  optimized for Sandy Bridge: should run on both
SB/H, but not optimally on Haswell (or even SB)

[GPU-Env ~]$ module avail

------------------------------- /appl/gpu_modulefiles/Compiler/gcc/4.8.2 ------------

intelmpi/4.1.3        mkl/11.1.1              openblas/0.2.8

magma/1.4.1    (g) mvapich2/2.0-GDR (g) openmpi/1.8.1  (g)

------------------------------- /homeappl/appl_taito/gpu_modulefiles/Core -------------

StdEnv cuda/6.0        gcc/4.8.2 (D)    intel/14.0.1    pgi/14.4

cuda/5.5    cuda/6.5 (D)    gcc/4.9.1        pgi/14.3        pgi/14.7 (D)

------------------------------ /homeappl/appl_taito/gpu_modulefiles/Linux --------------

amber-env/14-cuda      (g) namd-env/2.10b1-cuda (g) totalview/8.13.0-0

git/1.9.2                     python-env/2.7.6         (D)    totalview/8.14.0-21  (D)

gromacs-env/4.6.6-cuda (g) python-env/3.4.1

Where:

(g):  built for GPU

(D):  Default Module
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SLURM configuration: Fair usage

SLURM uses fair share: the highest priority jobs go into execution next

– Priority is decreased by the total amount of resources used in last 2 weeks per user

– Priority is increased by time spent queueing

– Backfiller will try to put small jobs into gaps due to current available resources and 

highest priority job

– Jobs labeled ”Association limit” are not eligible to run (due to too many jobs in queue by

the user)

Due to abuse, a maximum limit of jobs in queue now enforced

Chain jobs (--dependency –flag for SLURM) if you need long running time

Don’t overallocate memory (add this command to your batch script
used_slurm_resources.bash will print requests vs. used at stdout)

– If you request a full node (-N 1), use –mem=55000 instead of –mem-per-

cpu=something)

– If you see abuse or think that the setup is unfair, contact servicedesk@csc.fi

SUI has a monitoring tool for your jobs and used resources (Services -> 

eServices -> My Project)
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Batch system: requesting memory

One job requesting most

memory on a compute

node.

Most cores unusable (this is 

ok if all that memory is 

needed by the job)

Many jobs each requesting

little memory.

All cores usable, some

memory left unused (this is 

the normal case)

Compute node

Empty compute cores

Free

memory

CPU

Memory

chips
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How much resources my job used?

After a job: check used/requested resources:
– sacct –j <jobid> -o MaxRSS, AveRSS, ReqMem, Elapsed

[asillanp@taito]$  sacct -j 2583042 -o jobid,maxrss,averss,reqmem,elapsed

JobID MaxRSS AveRSS ReqMem Elapsed 

------------ ---------- ---------- ---------- ----------

2583042                                 512Mc   00:00:04 

2583042.bat+      3300K      3300K 512Mc   00:00:04 

2583042.0        74972K     25688K      512Mc   00:00:02

Maximum used memory per 

core= 74971kB= 73MB = not

much

Average used mem per core

25688kB -> multipily with # of 

cores to get mem per job

[asillanp@taito-login4 d.dppc]$  sacct -j 2889733 -o jobid,maxrss,averss,reqmem,elapsed,alloc

JobID MaxRSS AveRSS ReqMem Elapsed AllocCPUS

------------ ---------- ---------- ---------- ---------- ----------

2889733                                3000Mn   00:02:30         16 

2889733.bat+      7484K      7484K     3000Mn   00:02:30          1 

2889733.0       119748K    119748K     3000Mn   00:02:27         16 

Mc = memory per cpu

(request with --mem-per-

cpu=XXX [in MB])

Mn = memory per node

(request with --mem=XXX

[in MB])
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Taito Phase 2 porting

Porting strategy

– Compilers, libraries, flags, …

– Add AVX-2 flag when compiling your code

– Flags
icc -xAVX -axCORE-AVX2,CORE-AVX-I

gcc -march=sandybridge -mtune=haswell

– CSC keeps on porting and optimizing important

applications for the new architecture

Note: Code optimization support available from

CSC (for codes running on Sisu, Taito)
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- For large parallel jobs

- Intel Haswell processor E5-2690 v3 

product family; 2,6 GHz (phase 1 

Sandy Bridges replaced)

- Cray Aries Interconnect

- 40 512 cores

- 24 cores per node

- 64 GB memory per node

Sisu: Cray XC40 Supercomputer
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Sisu Phase 2 features

AVX-2

– May need to optimize for wider vectors’ size

– Max 16 flop/cycle

DDR4

– Higher bandwidth, lower power consumption

Max job size increased

– 400 nodes = 9600 cores

Native SLURM on the way

– We might be moving to it at some point
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Cray Dragonfly Topology

2 dimensional

all-to-all network 

in a group 

All-to-all network 

between groups

Source:

Robert Alverson, Cray

Hot Interconnects 2012 keynote

Optical uplinks to 

inter-group net
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Sisu rear view
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Running on Sisu Phase 2

Sisu guide

– https://research.csc.fi/sisu-user-guide

– Phase 1 binaries (static) may or may not run, 

CSC strongly advises to recompile your 

code (and compare performance)

– Login nodes are still based on Sandy Bridge 

(as they were in Phase 1)

Cross compiling is required (semi-automatic)

Haswell optimized code will not run in login nodes

Scalability tests required for jobs bigger

than 1008 cores

– https://research.csc.fi/sisu-scalability-tests

– Large test queue availableGIS workshop at CSC 201526.03.2015 T.Malkiewicz 38
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Fast and large storage: DDN Phase 3

HPC storage used by Sisu and Taito 

System size increased to ~4 PB

– About 1.9 PB added to the current configuration 

in early October 2014

– Aggregate bandwidth > 80 GB/s (previous ~48 

GB/s)

Was made available in autumn 2014
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Directories at CSC Environment

taito.csc.fi* sisu.csc.fi

compute

nodes

login

nodes

Hpc_archive/IDA

Espoo

compute

nodes

login

nodes

$TMPDIR
$TMPDIR

$TMPDIR
$TMPDIR

$TMPDIR

$WRKDIR (incl. project disk)

$HOME

hippu.csc.fi

hippu4

$TMPDIR

hippu3

$TMPDIR

hippu2

$TMPDIR

$TMPDIR

hippu1

$WRKDIR (in Espoo)

$HOME (in Espoo)

Servers and disks in Kajaani Servers and disks in Espoo

iRODS commands

*taito-shell.csc.fi

Project disk (in Espoo)
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Taito-shell replaces Hippu

Interactive session on a Taito compute node
– E.g. run a GUI, run long non-intensive jobs, etc.

Two 256GB nodes allocated, easy to expand
– Maximum of 4 cores/128GB per user, no time limit

Access: ssh –X taito-shell.csc.fi
– Also via drop down menu from nxkajaani

– Technically a slurm job without dedicated resources

– Processes killed when logged out

– Can be left running via screen (on Taito) or via 
nxkajaani (exit with suspend)

Feedback welcome!

https://research.csc.fi/taito-shell-user-guide

GIS workshop at CSC 201526.03.2015 T.Malkiewicz 41

https://research.csc.fi/taito-shell-user-guide


Sisu supercomputer

– General availability since 9.9.2014

Taito supercluster

– General availability since 19.1.2015

– Part of Taito used for Pouta Cloud

– taito-shell replacing Hippu service

In addition

– Bull system- general availability since 1.10.2014

45 nodes with 2 Intel Xeon Phi coprocessors each 

38 nodes with 2 NVIDIA Tesla K40 accelerators each

– DDN HPC storage system
Totaling 4 PB of fast parallel storage

Supercomputers’ summary
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